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Introduction to AntConc 
This guide has been designed to introduce the free text analysis software, AntConc, and how it 

can be used to explore the National Library of Scotland’s data collections. We will walk you 
through what you can expect from our datasets, and give you a beginner’s introduction to 

AntConc using our Gazetteers of Scotland as an example. AntConc can be used in many ways 
and this tutorial only covers the basics, so there is a list of further resources at the end, both for 

AntConc and text analysis more broadly. 
 

 
 

By the end of the tutorial, you should be able to upload texts into AntConc and use a range of 
tools to analyse our gazetteer collection in greater depth to learn more about Scotland’s 
geographic history. There are tasks to do along with each tool in AntConc as a guideline, but 
feel free to play around with different search terms and settings as you go to explore AntConc 
more fully. The skills learnt will be applicable to the other text datasets in our collections, and 
beyond.  
 

What is AntConc? 
AntConc is a text analysis tool that is free and openly available. It is run locally, meaning the 
software needs to be downloaded onto your computer. It is multi-platform, so it can be used on 

Windows, Mac & Linux systems. AntConc is a popular tool in universities as it offers an 
accessible route into text analysis at a beginner level.  

 
AntConc was created in 2002 by Professor Laurence Anthony, who has continued to make 

upgrades to the software. The AntConc website has user support resources and tutorials, as 
well as documentation of older versions of the software. Its active discussion group for 
troubleshooting and community support also make it a useful resource.  

 

Why use AntConc for text analysis?  
As well as being free and easily accessible to use, AntConc can be used immediately from 
download if you have a dataset to work with. It lets you run advanced searches quickly over 

large amounts of texts with no need for coding, so it is an excellent beginner-level tool.  
 

We have a range of datasets in the National Library of Scotland’s Data Foundry that are open 
and free to use. These are available in a machine-readable format and includes digitised 
collections (text and images), metadata collections, map data, and organisational data. This 

tutorial will show you how to use AntConc with our digitised collections to help you get more 

There are guidelines and screenshots to follow along with – these screenshots were taken using 

AntConc on a Windows system, so if you use Mac or Linux things may look slightly different. The 

version used is AntConc 4.2.0 - if you are using a different version of the software, please be aware 

that the interface may look different. 

https://data.nls.uk/data/digitised-collections/gazetteers-of-scotland/
https://www.laurenceanthony.net/software/antconc/
https://groups.google.com/g/AntConc
https://data.nls.uk/
https://data.nls.uk/data/digitised-collections/
https://data.nls.uk/data/digitised-collections/
https://data.nls.uk/data/metadata-collections/
https://data.nls.uk/data/map-spatial-data/
https://data.nls.uk/data/organisational-data/
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out of our datasets, whether this is scoping to get a broad overview of a collection, or if you 
have a specific area you would like to research.  
 

Getting started 
Downloads 

• AntConc – download the most recent version for the computer you are working on from 
the AntConc website. Click on the folder you downloaded, and this should open the 

installation software with instructions. This tutorial has been created using version 
4.2.0, so the screenshots may look a little different if you’re using a later version, though 
most of the functionality should be the same. 

• The Gazetteers of Scotland dataset – download the Gazetteers of Scotland dataset, 
which covers the period 1803-1901. Scroll down the page to reach the section that says 
‘Just the text’ to download only the text files. These will be documents saved as plain 
text (.txt) files which are compatible with AntConc. Save the folder somewhere easily 
accessible like your desktop.  

 
Take a look at the Programming Historian’s “Corpus Analysis with AntConc” tutorial for more 

information on working with text files, including creating your own. 
 

You will need to extract these files. Navigate to where you saved your folder and there should 
be an ‘Extract’ or ‘Extract all button’. This folder will contain 23 files, most of which are text files 
with names like ‘97343436’. If you scroll down to the bottom of the folder you’ll see there are 2 
other files; one called ‘gazetteersOfScotland-inventory’ which is a CSV file (the icon will look like 
an Excel spreadsheet) and the other is a text file called ‘readme’ (see below).  

 

 
 

These files give you information about the dataset you have downloaded. The inventory file 
tells you the details for each file. This will be File name – Title of publication – Date – 

Shelfmark, for example 97343436.txt - Gazetteer of Scotland - 1803 - Newman.326. 
 
The ‘readme’ file tells you the name of the dataset, a description so you know how many files 
to expect, who created and published the dataset, the date it was created and any rights 
information (such as copyright and licensing). 
 
These are important files to have but we do not want to include them in our analysis, so I 

suggest creating a new folder called ‘Gazetteers Documentation’ in an easy-to-find place like 
your desktop, then cutting and pasting these 2 files into that new folder. To select both files at 

once, click once to highlight the file, then hold down the ‘Ctrl’ button on your keyboard while 
you click on the other file. Then right click on the selected files and select ‘Cut’. Navigate to 

https://www.laurenceanthony.net/software/antconc/
https://data.nls.uk/data/digitised-collections/gazetteers-of-scotland/
https://programminghistorian.org/en/lessons/corpus-analysis-with-antconc#working-with-plain-text-files
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your ‘Gazetteers Documentation’ folder, right click and select ‘Paste’. This will move these files 
and leave your 'nls-text-gazetteersOfScotland' folder with just the 21 files we would like to 
analyse with AntConc. 
 

Using Data Foundry collections 
When you click onto one of our digitised collections you will see a panel of icons under the title 

of the collection. For this tutorial, the most important information to consider is the text quality 
(the purple star), the volume of text (the blue book) and the date range the collection covers 

(the red calendar). 
 

 
• Text Quality Original OCR: no clean-up refers to how the text was produced and its 

current quality. OCR stands for Optical Character Recognition and is the process of 
extracting text from images. The image is scanned, and letters are identified pixel by 
pixel, then a character that matches the pixels identified is retrieved from a stored 
database. This process is repeated for all letters and punctuation to create a machine-

readable text. This process is not always entirely accurate and can contain some errors. 
Text where errors have not been corrected are usually referred to as ‘dirty’ as the 

mistakes have not been corrected and is something to bear in mind when analysing 
collections – see the resources list for more information on text cleaning. As our text has 

original OCR we should bear in mind that it likely contains some errors when we start to 
explore it. 

 
• Volume of text 1,758,632 lines and 14,448,843 words gives us an overview of how 

much text we can expect in the collection we're using. 
 

• Date range Covers years 1803-1901 gives us useful information about the time period 

we’re covering in the collection. 
 

This workshop focuses on looking at the full range of our digitised gazetteers from 1803-1901, 
but you could upload individual files or a smaller selection. For now we will stick to getting an 
overview the whole collection but you could change the files you examine at a later point – this 
will just mean creating another corpus yourself.  
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Using AntConc 
The AntConc interface 
When you open AntConc it will look like this: 
 

 
 
At the top left you will see that there is your corpus information, which just means information 
about the body of texts you will upload. This includes the corpus name, the number of files in 
the corpus (body of texts), and the number of tokens. Tokens refers to groupings of letters or 
numbers, so in most cases this will be words. These will be blank for now but will change when 
we upload our dataset.  

 
Along the top we have tabs for each of the different tools available through AntConc; you can 
click on each tab to use that tool and you will notice the interface changing slightly. 
  

On the left there is a window that will show you the names of all the files in the corpus you 
upload and at the bottom left there is a progress bar. 
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Along the bottom of the interface, you have the 'Start' button. This is a feature on all the tools 
we'll see and it's how you start your analysis.  
  
The large white space in the middle of the interface is your results window; each time you use 
one of the tools and run searches or queries, your results will show up here.  
 

Loading files (corpora) 
Go to ‘File’ and select ‘Corpus Manager’, which will open a new window. Then under ‘Corpus 

Source’ make sure that ‘Raw file(s)’ is selected. The ‘Corpus name’ box will read ‘my corpus’ but 
we’ll change that; type in a name relevant for your collection (e.g. ‘Gazetteers of Scotland’) 

then click the ‘Add Directory’ button. This button will take you to a new window to open files; 
navigate to where you saved your folder and double click it, then ‘Select Folder’ (the folder will 

look like it is empty but do not worry!).  
 

 
 
Your interface will now have all your files loaded in the window on the left and there should be 

21 files in total. If you have accidentally added extra files, select the file name you would like to 
remove then the ‘Clear’ button just above the window. When you are ready, go to the bottom 
left of the screen and press the ‘Create’ button. A pop-up will appear saying ‘The corpus has 
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been created’ – click ‘Ok’, then the button in the bottom right corner that says ‘Return to Main 
Window’. This will take you back to the main AntConc interface. 
 

 
 

Each time you open AntConc the interface will be blank, and you will need to select your 
corpus. Once you have uploaded a corpus into AntConc, in future all you need to do is open the 

Corpus Manager, select ‘Corpus Database’ and you will see it listed there, which you can then 
select and use – just double click it then return to the main window. 

 

KWIC 
The first tool in AntConc is 'KWIC' or Key-Word-In-Context, which can help show you patterns in 
text by showing the context that certain words are used in. If you enter a search term, the KWIC 
tool will show you every time your chosen word occurs in your corpus, and the words that 
appear before and after your search term, therefore providing context around your word.  

 
You can do a basic search of commonly used words such as ‘the’, as you can see below. Type 

‘the’ into the search bar then press ‘Start’ - this may take a little while to process. We can see 
that ‘the’ appears across our corpus a total of 1,235,580 times (see just above the results 

window), and the most common words appearing to the right of the word are ‘parish of St.’.  
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You can adjust the number of tokens (words) on either side of your search term in the 'Context 
Size' dropdown. You can also choose to sort your results in different ways. You can focus on the 

words to the left or right of your main search term and by changing the settings from the ‘Sort 

Options’ dropdown at the bottom of the interface, you can investigate these in more detail. You 
can change the sorting options and the corresponding words will be highlighted, making these 

easier to recognise. 
 

➢ If you search for ‘the’ again, but change the ‘Sort options’ dropdown to ‘sort to left’ how 
does this change your results? Which phrases appear the most before ‘the’? 

 
➢ Try searching for other commonly used terms like ‘a’ or ‘it’ and compare your results for 

the types of contexts that appear.  
 

➢ As we are looking at geographical place names, let’s try a Scottish city like ‘Edinburgh’. 
What do the results tell us? Now try adjusting the sort options.  

  
 

Plot 
The next tool is the 'Plot' function. This takes the results of your KWIC search and shows you 

how many times and where your word appears in each of your text files. AntConc's help guide 
likens this to a barcode, which is a good way of describing these visualisations. Plotting this data 

is useful for showing distribution of words of interest, for example you can see if a word 



10 
 

appears all the way through a text or if it is only present in certain places, such as the start or 
end.  
 

➢ Move to the ‘Plot’ tool and search for ‘Edinburgh’. You should see something like this: 
 

 
 

These results are sorted by dispersion, but you can change how the results are organised by 
using the ‘Sort by’ dropdown option. From these plots we can see that the word ‘Edinburgh’ 

appears very frequently through these texts and appears in all twenty-one of the files, as is 
shown under the tool tabs at the top of the page. 
 

➢ Try searching the name of a small village or town near you and see what kind of results 
you get.  

 
Below are the results of searching for the small peninsula of ‘Knoydart’ in Lochaber  in the 
Highlands – there are much fewer results being returned and we can see that this place name 
only appears in 15 of the 21 volumes. When this happens it is worth thinking why this place 
appears in some of the gazetteers but not others. 

 



11 
 

 
 

The ‘Plot’ tool shows you where your searched word appears in the text, although the length of 
each text is normalised so that the width of the bars look the same. The word occurrences are 
plotted onto the bar – this creates a level of misrepresentation when comparing individual text 

files against each other and we need to be careful of bias. If you are doing comparative work 
across lots of texts examining certain themes this may be a great way to start drawing out some 

of these ideas. 
  

File View 
The file tool has a simple purpose, which is to allow you to look at texts in full from the corpus 
you uploaded. This means that if you would like to follow something up, it is easy to pull the file 
up and get a sense of the text overall rather than viewing it in a separate programme like ‘File 
Viewer’.  
  

➢ Move into the ‘File View’ tool and double click the top file in the left panel 
(97343436.txt). Your search bar should still say ‘Knoydart’ in it – when your file loads it 

will highlight ‘Knoydart’ and show you the rest of the file, which you can scroll through 
with your mouse. 
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Your window should look something like this: 
 

 
 
When you look at this screenshot, you will see some spelling mistakes such as 'fea’ (start of line 
3) and ‘fifhing ftations’ (line 4). These words are meant to be ‘sea’ and ‘fishing stations’ that 
have been mis-transcribed through the OCR process - in older printed texts this is a common 
problem as early printers used a ‘long s’ (ſ) that looks like an ‘f’ instead of our usual ‘s’.     
 

➢ How will the text quality impact our search results? Why is it important to think about 

this when we analyse these texts? 
 

 

Cluster 
The cluster tool helps to identify words that appear together in grouping based on your search 

term – the words that are clustered together. This is useful for seeing which phrases appear in 
the texts together and can be sorted by frequency. 

 
> Try searching for ‘Edinburgh’. 
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The default settings will show us clusters of two words. The top results are ‘Edinburgh and’, 
‘Edinburgh to’ and ‘Edinburgh the’. These tell us that ‘Edinburgh’ is mostly used in these texts in 
a relational way, and we can make guesses that ‘Edinburgh and’ and ‘Edinburgh to’ might be 
followed by places names. The ‘Freq’ (frequency) column tells us how many times each word 
cluster appears and the ‘Range’ column tells us how many of the 21 texts the phrases appears 
in.  

 
➢ Try increasing the ‘Cluster size’ to three to see if this confirms or disproves our guesses. 
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In the top 20 results we can see ‘Edinburgh and Glasgow’, ‘Edinburgh to Glasgow’, ‘Edinburgh 
to Dumfries’, ‘Edinburgh and Leith’, ‘Edinburgh and London’ and ‘Edinburgh and Dalkeith’, 

which seems to confirm this guess. 
 

➢ What other types of words are clustered together and what might this tell us about 
these texts?  

 
➢ Try increasing the cluster size to 4 or 5 – how does this change our results? What 

conclusions can we draw from this information? 
 

N-Gram 
On the surface this looks like the cluster tool, as it also identifies clusters or groupings of words. 
It is named as it tries to find ‘n’-sized clusters where ‘n’ represents a number, for example 2-
word or 3-word clusters. The cluster size can be changed with the ‘N-Gram Size’ tool. This helps 

find common expressions in the texts without searching certain themes. The benefit of the ‘N-
Gram’ tool is that you do not need to enter a search term – simply leave the search bar blank 
and click 'Search'. This will return all the groupings of words that occur in your text.  
 

➢ Try leaving the search bar empty and press ‘Start’. 
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Most of these results are combinations of common words such as ‘of the’ and ‘in the’, which is 
to be expected. We also have some references to geographic terms in the top 20 results here, 

such as ‘the parish’, ‘the town’ and ‘the north’. 
 

The figures at the top tell you more about our results. ‘N-Gram Types’ tells you how many 
combinations of 2-letter words there are across our texts (1,721,686 in this case). ‘N-Gram 

Tokens’ tells you how many times overall these clusters occur (13,932,618). By default your 
results window will usually only show 100 hits at a time, but you can change this in the ‘Page 

Size’ dropdown. 
 

➢ Try increasing the ‘N-Gram Size’ option – how does this change your results? What types 
of phrases frequently appear across our corpus? 

 

This gives you a broad overview of how words are used in the text, and again could be useful 
for comparisons of language between different authors, types of written material, or across 

different time periods. This is therefore a useful tool for getting a general overview of the 
words appearing in the text rather than following one subject closely. If you use it with search 

terms you will get similar results to the Cluster tool.   

 

Collocate 
The collocate tool helps to show which words frequently appear within a certain distance of 
your search term – these results are called collocates.  
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The key settings to consider here is the ‘Window Span’ option under your results window, 
which will default to ‘5L’ and ‘5R’. This means 5 to the left of and 5 to the right of your search 
term, and only results in that range will appear. These settings can be increased or decreased. 
 

➢ Search for ‘Edinburgh’ with the default settings and see which words commonly appear 
within range of Edinburgh – your results should look something like this: 

 

 
 

➢ Now try searching for Glasgow (or another Scottish town or city) - do the same types of 

words appear near this place name? How are they different? 
 

You can also double click on each of the word types in the 'Collocate’ column and this will take 
you back to the KWIC tool so that you can see the word in context. You can easily navigate 

between the 'KWIC' and 'Collocate' tools by using the tabs at the top of the window. 

 

Word 
This tool is useful if you do not know what to expect from the texts you are looking at. It will 
show you the most used words, and from there you may be able to identify patterns in the 

most frequently occurring words, to help pick up on themes. 
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Commonly used parts of language will always rank highly, such as ‘the’, ‘of’ ‘and’ and ‘in’ , as we 

can see from these results. 
 

➢ As you scroll down the results what sort of more uncommon words do you notice?  
 

Keyword 
The ‘Keyword’ tool lets you perform comparisons between two corpora (bodies of texts). These 

two corpora will be the target corpus and the reference corpus and compares which words 
appear unusually frequently in the target corpus versus the reference one. To use this tool you 
need to create these two corpora, so for this exercise we’re going to split our overall dataset 
roughly in half so we can compare language used in the earlier publications versus the later 
ones and identify which words are characteristic of each corpus. 

 
If you check the inventory file included in the original dataset download, each text file will have 

a corresponding name and date. We’re going to create one corpus with the text files dated 
from 1803-1850, then another one from 1851-1901, as a way to roughly split the texts. Create 

two new folders in an easy to remember place like your desktop, titled ‘1803-1850’ and ‘1851-
1901’. Next you will need to manually move the files into these folders using the inventory file 
for reference to check dates. To select multiple files dated before 1850, go through the list and 
click the relevant files whilst holding down the ‘Ctrl’ button on your keyboard. It will look 

something like this: 
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Once these are all selected, hover over the selected files and right click, then select ‘Copy’ from 

the menu, or press ‘Ctrl’ and ‘c’ on your keyboard at the same time to copy. Go to the folder 
you created and right click and select ‘Paste’ from the menu. Then do the same for the rest of 

the files into the other folder. You should have 11 files in your 1803-1850 folder and 10 in the 
1851-1901 folder. 

 

Next you need to follow the instructions from earlier in the tutorial to make these two bodies 
of texts into corpora that we can access in AntConc. I would suggest calling these ‘Gazetteers 

1803-1850’ and ‘Gazetteers 1851-1901’, so they are clear. Once you have your files split into 
two folders, go back into AntConc, and navigate to the ‘Keyword’ tab. Then as we’ve done 

before, go to ‘File’ and ‘Corpus Manager’ and create the two corpora (refer to the earlier 
instructions if you need a reminder).  

 
When you have created these two corpora in AntConc it’s time to load them for analysis. 

Double click on the ‘Gazetteers 1803-1850’ corpus and its status should turn to ‘Target’. You 
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will see that this generates information on the right side of the window under the ‘Target 
Corpus’ tab (see below). 
 

 
 

If you click the ‘Reference Corpus’ tab on the right side of the window, then double click the 
‘Gazetteers 1851-1901’ corpus, it should change the status to ‘Reference’. If double clicking 

does not work, single click a corpus then press the ‘Choose’ button at the bottom right of the 
larger window where your corpora are listed.  
 
Once you have both a target and reference corpus selected, just press ‘Return to Window’ in 
the bottom right. When you return to the main interface you should have the two corpora 
listed in separate windows on the left side of the page (see below).  
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➢ Next press ‘Start’ with nothing in the search bar. The default settings will order your 

results by ‘Likelihood’. The ‘Freq_Tar’ and ‘Freq_Ref’ columns will show you how many 
times the word appeared in the Target Corpus and Reference corpus. 

 
➢ If you change the ‘Sort by’ dropdown option to ‘Frequency(Tar)’ do you notice any 

patterns?  
 

➢ Next to the ‘Sort by’ dropdown there is a checkbox that says ‘Invert Order’. What 

happens when you check this and run the comparison again? 
 

When you’ve finished comparing your corpora, simply go to ‘File’ and ‘Clear All Tools and Files’  
to clear the interface and corpora. From here, just go back into the ‘Corpus Manager’ tool and 

select the corpus you’d like to work with and start up again.  
 

 

Wordcloud 
Wordclouds are visualisations of results from your searches and may be something you are 

already familiar with. The 'Wordcloud' tool visualises the results from other tools in AntConc, 
such as the outputs from the 'Word' tool. This gives an accessible overview of the frequent 

words that appear, represented by the different sizes and colours in the cloud. The darker, 
larger words occur the most frequently, and the smaller, lighter words are ones that occur less 

frequently.  
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➢ Return to the ‘KWIC’ tool and run a search for ‘Edinburgh’. Now navigate back to the 
‘Wordcloud’ tool. Locate the ‘Source’ dropdown (under the blank results window) and 
change the source to ‘KWIC’, then press ‘Start’. This will give you a wordcloud with all of 
the results generated from the ‘KWIC’ tool.  

 

 
 

➢ Try running searches on the other tools and changing the ‘Source’ option to match and 
see what kind of results you get. 

 

One thing to note is that the words are slightly distorted to fit the area, so although this looks 

visually interesting, it's good to provide the statistics from the other tools as evidence alongside 
it. 
 
 
Now you should have a good overview of the basics of AntConc, you might want to get more 
technical with your searches. The next two features will give you more flexibility with your 
searches and analyse the gazetteers in different ways. 
 

Wildcard searches 
Do you want to elevate your searching in AntConc? Wildcard search options are your answer! 

These are parts of punctuation you can add or substitute in your search term for more complex 
options, and these are worth having a play around with to see what works. Navigate to 

‘Settings’ then ‘Global Settings’ and finally ‘Searches’. This will display your ‘Wildcard’ search 
options.  
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The most useful of these wildcards to start with is the * operator. This finds zero or more 
characters where it is placed and can be useful for finding the plurals of nouns, or for 
identifying where common prefixes are used in words.  
 

➢ Try searching for ‘parish*’ in the ‘Word’ tool. What kind of results do you get?  
 

➢ Now try ‘castle*’ – how do your results differ and what types of words appear? 
 
The + operator works in a similar way but will not include ‘parish’ if you search ‘parish+’, it will 
only return words that are longer than ‘parish’.  
 
The ? operator lets you substitute any character in a word. If we’re thinking about place names 

we might want to search for ‘hill’, but wonder if similar words like ‘hall’ might also appear. This 
is useful for spotting word variations.  

 
➢ Try this in the ‘Word’ tool as ‘h?ll’ and see what other words appear.  

 
You can substitute as many characters with question marks as you like but be aware that this 
might return random results that do not correspond to place names or geography. Try it out for 
yourself. 

 

Stopwords 
As you will have noticed, in many searches the words that appear most are commonly used 

parts of language like ‘the’, ‘and’, ‘it’ etc. – these are called stopwords. These are useful parts of 
language to include in your searches, but you might want to try searching without them – this 
can be especially useful for wordclouds so you can pick out the main terms that occur aside 

from these common words.  
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You can make your own stopwords list by typing them into in a plain text file, but if you’re not 
sure what to include, lots of people have already made English language stopword lists; just 
search online for ‘stopwords list’. In this case we’ll use one from GitHub (a site for sharing code 
and notes). The link should take you to a page that looks like this:  
 

 
 
To view the full list, click on the ‘Raw’ button on the right of the webpage, which will open it up 
for you. On your keyboard press the two keys ‘Ctrl’ ‘a’ at the same time – this will highlight the 
whole list. Then press ‘Ctrl’ ‘c’ – this will copy the list. Open Notepad or another plain text file 
programme, then ‘Ctrl’ ‘v’ – this will paste your list into Notepad. Then click ‘File’ and ‘Save As’ 
– type a name such as ‘Stopwords’ and save it in an easy to find place – it should default to a 
.txt file. If you’re unsure, take a look at the Programming Historian’s “Corpus Analysis with 
AntConc” tutorial for more information on working with text files, including  creating your own. 

 
To use our stopword list, in AntConc go to the top left of the window and click 'Settings' then 
choose 'Global Settings' and 'Tool Filters'. This will bring you to the window shown below. Make 
sure that the box is checked next to 'Cluster/N-Gram. Collocate/ Keyword/Wordcloud Results', 
then click the 'Add File' button and choose the stopword list from the folder we saved. To 
enable the stopword list make sure you've chosen select 'Hide words in file' then 'Apply' in the 
bottom right of the screen. 
 

https://gist.github.com/sebleier/554280
https://programminghistorian.org/en/lessons/corpus-analysis-with-antconc#working-with-plain-text-files
https://programminghistorian.org/en/lessons/corpus-analysis-with-antconc#working-with-plain-text-files
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➢ Go back into the ‘Word’ tool and click ‘Start’, leaving the search bar empty. This will 
leave you with a list of words that are frequently used in our corpus but cuts out those 
commonly used words like ‘the’. 

 
➢ Now go to the ‘Wordcloud’ tool, change your source to ‘Word’ and press ‘Start’ – you 

will see there is a big difference in the results that you see.  
 

➢ Try running some of your own searches in the other tools and seeing how your 
wordclouds are different. 

 
To include stopwords again simply, navigate to the ‘Tool Filters’ option in ‘Global Settings’ 

options like before and select ‘Use words in file’ then click ‘Apply’.  
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Saving your search results 
When you have run a search in one of the tab functions such as the ‘KWIC’ tool, you can save 
the results of your search to refer back to. Navigate to ‘File’ then ‘Save Current Tab Results…’. 
This will open a window to save your results. I created a folder on my desktop called 
‘Gazetteers of Scotland Results’, so I selected this folder and changed the file name to 
‘KWIC_results Edinburgh’ – ensure that you write descriptive file names so your results are easy 

to navigate through.  

 

 

Navigate to the folder you saved your results in and double click your file. It should look 
something like the image below, showing you the file name on the left and the context before 

and after your search term. 
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That brings us to the end of this tutorial in how to use AntConc for text analysis. There is much 

more than can be done with AntConc but you should have a handle on the basics now. The best 
way to get better acquainted with the tool is to have a play around and see what you can find 

by doing different searches. 
 

If you would like to explore some themes with this dataset, we would suggest trying out the 
following: 
 

➢ Compare the frequency and usage of Scotland’s 7 cities across the collection (Aberdeen, 
Dundee, Edinburgh, Glasgow, Inverness, Perth and Stirling) 
 

➢ Try searching for the names of small villages or towns in a certain area – what can you 

find out about them in this time period from 1803 to 1901? 
 

 
 
Parts of this tutorial have been adapted from Heather Froelich’s “Corpus Analysis with 

AntConc” tutorial on the Programming Historian website, made available through a CC-BY 4.0 

license.  

  

https://creativecommons.org/licenses/by/4.0/deed.en
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Resources 
This resource list is designed to give you more information on the AntConc software, and where 

to find more free resources if you would like to expand your text analysis skills. The AntConc 
resources are suitable for all levels but please note that some of the other resources are more 

advanced and may require more technical digital skills. This is by no means an exhaustive list 
but the resources listed here are free to access.  
 
If you are hoping to build up your digital skills broadly I would suggest the Programming 
Historian website as they have many free beginner-level online tutorials, in English, Spanish, 
French and Portuguese. 
 
 

AntConc 
Laurence Anthony, AntConc (Version 4.2.0) [Computer Software] (2022) Tokyo, Japan: Waseda 
University, available from http://www.antlab.sci.waseda.ac.jp/  

 
Laurence Anthony, “AntConc help”, Laurence Anthony's Website (2022) 

https://www.laurenceanthony.net/software/antconc/releases/AntConc420/help.pdf  
 

Laurence Anthony, “AntConc Homepage”, Laurence Anthony's Website (2022) 
https://www.laurenceanthony.net/software/antconc/  
 

Heather Froehlich, "Corpus Analysis with Antconc," Programming Historian 4 (2015), 
https://doi.org/10.46430/phen0043. 

 
 

Text cleaning & OCR 
Laura Turner O'Hara, "Cleaning OCR’d text with Regular Expressions", Programming Historian 2 
(2013), https://doi.org/10.46430/phen0024.  
 
Text Extraction & Preparation in “Managing Digitised Documents Pathway” , The University of 
Edinburgh Centre for Data, Culture & Society (2023), 
https://www.cdcs.ed.ac.uk/training/training-pathways/managing-digitised-documents-
pathway/text-extraction-preparation  

  

Text Analysis 
“Text Analysis Pathway”, The University of Edinburgh Centre for Data, Culture & Society (2023), 

https://www.cdcs.ed.ac.uk/training/training-pathways/text-analysis-pathway  

 

https://programminghistorian.org/
https://programminghistorian.org/
http://www.antlab.sci.waseda.ac.jp/
https://www.laurenceanthony.net/software/antconc/releases/AntConc420/help.pdf
https://www.laurenceanthony.net/software/antconc/
https://doi.org/10.46430/phen0043
https://doi.org/10.46430/phen0024
https://www.cdcs.ed.ac.uk/training/training-pathways/managing-digitised-documents-pathway/text-extraction-preparation
https://www.cdcs.ed.ac.uk/training/training-pathways/managing-digitised-documents-pathway/text-extraction-preparation
https://www.cdcs.ed.ac.uk/training/training-pathways/text-analysis-pathway
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Max Weber Stiftung, “Text Mining for Historians”, Wissen entgrenzen (2022) 

https://wissen.hypotheses.org/2783  

 

 

https://wissen.hypotheses.org/2783

